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Abstract

This thesis presents work focusing on antibody structural prediction and

structure/sequence analysis. The first section is in the domain of structure prediction.

More specifically creating software with the capability to correctly predict a

previously defined torsion angle between the VH and VL domains of the antigen

binding fragment, which would allow the fine-tuning of predictive models to

preserve internal structural geometry. This region is responsible for antigen binding,

and thus imperative to model accurately. The software created was named abYpap:

‘antibody packing-angle predictor’ and was an improvement on previously published

software. The second section was focused on the relationship of antibody specificity

and the geometric flexibility of the VH and VL domains relative to each other. The

hypothesis was that an antibody which has gone through more rounds of mutation

(and thus achieved higher levels of target specificity and affinity), has a more

rigid structure than a less specific (early response) antibody, which may need to

bind different antigens and may thus have a more flexible binding region. This

was investigated by using the number of replacement mutations from the closest

germline as a proxy for the degree of specificity and comparing that with the range

of angles a particular antibody shows within its available structures. The conclusion

was that there does indeed seem to be a rigidification effect as the antibody mutates

from germline. The third section of this body of work focuses on exploiting the

large amount of sequence data available for antibodies, to determine if more mature

antibodies (those expected to have higher affinity and specificity) contain higher
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numbers of hydrophobic or hydrophilic residues. This was done by using the number

of replacement mutations from an assigned germline as a proxy for the degree of

maturation and by comparing the Eisenberg hydrophobicities for the germline and

the mature sequence, as well as comparing the number of hydrophobic/hydrophilic

residues in the germline as compared to the mature sequences. The data presented

here shows an increase in both hydrophobic and hydrophilic residues, and a decrease

in amphipathic residues, as the antibody becomes more mature.
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Impact statement

The body of work presented in this thesis pertains to the analysis, optimisation,

and prediction of the structure of antibodies and can be applied to general protein

structure to a degree. This work has the potential to be integrated and used in the

design of antibody therapeutics, which are some of the most effective and sought-

after drugs on the market. The work on abYpap, especially, can be used in both

industrial and academic settings to improve the prediction of antibody geometry and

thus for improved therapeutic design. Analysis conducted on the hydrophobicity

may help with better understanding of the immune system, as well as be potentially

useful in guiding mutagenesis when altering affinity/specificity of antibodies.
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Chapter 1

Introduction: Immunology

1.1 General immunology

The immune system is a collection of effector cells and molecules, which together

form a sophisticated network capable of defending the body against infectious agents

and their toxins, and preventing the development of cancers. The effector cells of

the immune system are all derived from hematopoietic stem cells (HSCs) which

are found in the bone marrow from birth (Lee & Hong, 2020). The immune cell

repertoire is summarized in Figure 1.1. The immune system can be subdivided

into two components: the innate and the adaptive immune systems. The innate

immune system will be the first cellular response for when a pathogen breaches

anatomical and chemical barriers (e.g. enters through broken skin or is not killed by

the enzymes in saliva such as amylase). This part of the immune system is relatively

un-specialised and is activated in a matter of minutes post infection. Components

of the innate immune system include macrophages and neutrophils. On the other

hand, the adaptive immune system is much more specific, targeting the molecular

components (such as proteins, polysaccharides, or nucleotides) called antigens.

Therefore the adaptive immune system is termed as being antigen-specific and is

composed of antigen-specific lymphocytes. The main classes of lymphocytes are

1
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Figure 1.1: Pluripotent hematopoietic stem cells (HSCs) originating in the bone
marrow give rise to all cellular components of the blood, which includes the immune
cells. The HSCs differentiate into common lymphoid progenitor cells (and common
myeloid progenitor cells), which then into differentiate into B-cells (among others).
Reproduced from Murphy et al. (2022).
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the B lymphocytes (B cells) and the T lymphocytes (T cells). Here we will focus

on B cells and B-cell antigen receptors (BCRs). BCRs are expressed on the surface

of B cells and are encoded by the Immunoglobulin gene. BCRs are two classes of

antibodies (also termed Immunoglobulins (Igs)), IgM and IgD isotypes (defined in

Section 1.2.2), which will be discussed in the next section.

1.2 What are antibodies?

1.2.1 Antibody function

Broadly, certain immunoglobulins (IgAs, IgGs, and IgEs), when released from

Plasma cells (differentiated B-cells), interact with target antigens. These antibodies

have four main modes of action once bound to an antigen: neutralisation,

opsonisation, complement activation, and antibody-dependent cellular cytotoxicity

(ADCC). Neutralisation happens when the antibody binds an antigen and this

‘deactivates’ the antigen by blocking regions responsible for the pathogenic function

(e.g. blocks receptor binding regions) (Payne, 2017). The antibody can also act as a

flag for the recruitment of phagocytes, which will lead to the breakdown of the

antigen, which is termed opsonisation (Thau et al., 2023). The antibody may also act

as a recruitment signal for the complement system, which leads to the formation of a

‘membrane attack complex’ which lyses pathogenic cells (Wagner, 2023). The

activation of complement by IgG or IgM is known as the classical pathway and

occurs when the C1q protein (of the C1 complement complex) binds the Fc region

of the antibody leading to complement lysis of the pathogen (Daha et al., 2011).

Lastly, in ADCC, the antibody binds target antigen and is used as a recruitment

signal for various effector cells (natural killer cells, polymorphonuclear neutrophils,

macrophages, and eosinophils), which trigger the release of cytolytic substances
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(such as granzymes) into the target resulting in the pathogen’s death by DNA

destruction and cell apoptosis (Gómez-Román et al., 2014; Igietseme et al., 2014).

1.2.2 Antibody structure

As seen in Figure 1.2c, a typical antibody can be subdivided into two chains: the

light chain (either a k or l version) and the heavy chain, which are both present in

two copies. Each of these two chains can then be further divided into variable (V)

and constant (C) domains. The heavy chain in humans can have several different

isotypes, which determine the antibody class; these are IgM, IgG, IgE, IgA, and IgD.

A light chain is made up of one V (VL) domain and one C (CL) domain, whereas

the heavy chain is made up of one V (VH) and between three and four C (CH1-

4) domains, depending on the isotype. The antibody is then divided into regions

comprised of these domains (Chiu et al., 2019). The fragment crystallizable (Fc)

region covers both domains from CH2 onwards and is responsible for polymerization

and facilitating functions such as complement recruitment, Fc receptor binding and

opsonisation (Daeron, 1997; Rouard et al., 1997; Taylor & Lindorfer, 2015). The

‘fragment antigen-binding’ (Fab) is made up of the VH , VL, CL, and CH1, domains,

and is responsible for the binding of antigens (Poljak et al., 1974). However, the

‘fragment variable’ (Fv) is the sub-region of the Fab which is responsible for antigen

binding interactions. The Fv region is made up of a pair of VH and VL domains (Chiu

et al., 2019). Antibody domains adopt a structure known as the immunoglobulin

fold; these are beta-sheets bound by disulphide bonds and are themselves made up

of beta strands. The beta strands are connected by loop structures; six of these loops

(three in each of VH and VL) are responsible for most of the antibody’s binding and

diversity and are known as ‘hypervariable loops’ or ‘complementarity determining

regions’ (CDRs) (Kabat & Wu, 1971; Wu & Kabat, 1970). The remaining parts of

the VH and VL domains are called the framework regions (FWs) (Figure 1.3).
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Figure 1.2: a) A ribbon view of the three-dimensional representation of an antibody
structure. b) A simplified two-dimentional representation of an antibody. The
variable domains, the first heavy chain constant domain, and the light chain constant
domain together make up the antigen binding fragment (Fab). c) The variable region
of the antibody is made up of the variable domains of the heavy and light chains.
Reproduced from Murphy et al. (2022).
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Figure 1.3: In the VH and VL domains the ‘complementarity determining regions’
(CDRs) are flanked by more conserved structural regions, referred to as ‘framework
regions’ (FRs). Reproduced from von der Forst (2023) 1.
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Figure 1.4: During the process of somatic recombination, the light chain is variable
region gene segment is formed by bringing V and J gene segments together during
gene rearrangement. In the heavy-chain, there is also a diversity (D) segment. In this
case, the DJ rearrangement happens first, and is followed by a V-DJ rearrangement.
After the rearranged genes are transcribed, exon splicing connects the V region to the
C region, forming the complete Ig gene mRNA. Reproduced from (Murphy et al.,
2022).

1.2.3 Antibody genetics

As mentioned earlier, antibodies are encoded by an immunoglobulin (Ig) gene.

However, this gene itself is not present in the germline of an individual, rather, it is

the product of a process called somatic recombination. This process is similar, but

not identical, for both the light and the heavy chain. The light chains are encoded

by a variable gene segment (V), a joining gene segment (J), and a constant gene

segment (C) 2. Both the kappa and lambda light chain loci contain multiple different

gene segments encoding V, J and C segments (with the exception of there being only

one Ck gene segment) Blomberg et al. (1981) and Nadel et al. (1990).

2https://www.oxfordreference.com/display/10.1093/oi/authority.20110803100517705
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Figure 1.5: Schematic focusing on the initial steps of V(D)J recombination. (A) The
RAG protein complex binds to the 12- and 23RSSs (purple and orange triangles,
respectively) neighboring gene segments (shown as red and yellow boxes on the
DNA), (B) forming the paired complex (PC). At any point when it is bound to an
RSS, RAG can introduce a nick in the DNA between the heptamer and gene segment
(shown with the magnified 12RSS) and must do so to both sites before (C) RAG
cleaves the DNA creating double-stranded breaks. As indicated by the magnified
gene segment end, the double-stranded break leads to a hairpin formation. (D) RAG
and DNA-repair proteins join these segments together. Reproduced from Hirokawa
et al. (2019).
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Figure 1.6: Summary of the somatic recombination process for antibodies.
Reproduced from Kaeser and Chun (2020).

Figure 1.7: A summary schematic of the RSS regions for each chain recombination.
Reproduced from Janeway Jr et al. (2001).
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During somatic recombination in the light chain, one of the V gene segments is

first brought together with a J gene segment in a process called gene rearrangement.

The gene segments are flanked by recombination signal sequences (RSSs). An RSS

is composed of a heptamer (7 bp sequence) and nonamer (9 bp sequence) and a

spacer that is 12 or 23 bp in length. Recombination is initiated when recombination-

activating gene (RAG) protein complex interacts with two DNA sequences, one

that has an RSS with a 12 bp spacer and one with a 23 bp spacer (this is called

the ‘12/23 rule’ (Figure 1.7). RAG brings the two stands together and nicks them

next to the nonamer. The nicked DNA now has a 30 -OH group free, which upon

hydrolysing the phosphodiester bond on the other strand, forms a hairpin double

stranded break (Janeway Jr et al., 2001). This hairpin is then opened by another

complex called Artemis. When Artemis opens the hairpin, it more often is not

symmetrical, resulting in an overhand. The overhang is resolved by the addition of

palindromic (P) nucleotides. Other protein complexes then align the two strands and

recruit terminal deoxynucleotidyl transferase (TdT). TdT is a template-independent

polymerase and adds non-templated (N) nucleotides to the 30 end. This base addition

is mostly random, with some preference for G/C bases, which provides junctional

diversity. DNA repair agents then join the two hairpin ends together to form

the rearranged gene (Hirokawa et al., 2019) (Figure 1.5). The DNA is repaired

via the Non-Homologous End Joining repair pathway, where a template is not

necessary, which means there can be insertions and deletions, leading to junctional

diversity (Christie et al., 2022). For the heavy-chain, the process is similar, except the

heavy-chain also contains a diversity (D) segment, which is flanked on either side by

12 bp spaced RSSs (Meek et al., 1989). This means that the gene rearrangement takes

place in two steps, where the J segment first joins a D segment, then a V segment

will be joined to the DJ segment, forming the VDJ region. While the DNA repair

process is happening, the D segment can undergo an inversion and potential shifts in
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reading frames (Kaartinen & Mäkelä, 1985; Murphy et al., 2022; Ohm-Laursen et al.,

2006). The constant region of the heavy-chain undergoes class-switch recombination

(Section 1.2.4). Next, the rearranged gene is transcribed and the RNA is spliced to

remove introns and bring the VJ exon to the C exon and create the complete mRNA.

The process is summarised in Figures 1.4 and 1.6.

1.2.4 Antibody diversity

The diversity of an antibody, especially in the CDRs, is determined by four methods.

First, the combination of V, (D,) J gene segments in the gene rearrangement. Second,

the combination of light chain and heavy chain. Third, junctional diversity, which is

important for CDR-H3 diversity. Junctional diversity occurs due to a sequence of

base additions and excisions made by TdT that happen when the V-DJ, V-J, and D-J

are being joined together. Fourth, diversity is introduced by a sequence of mutations

in the V region, with a heavy bias towards the CDRs, in a process called Somatic

Hypermutation (Alberts et al., 2002). Somatic hypermutation is part of a larger

process called affinity maturation, during which the B-cells with the ‘best’ BCRs

are selected for survival and proliferation when an immune response is triggered

against a particular antigen. Affinity maturation occurs within a structure called the

germinal center. During somatic hypermutation (SHM), an enzyme called activation-

induced cytidine deaminase (AID) deaminates cytosines to uracils and this triggers

two pathways of DNA repair (mismatch repair and base-excision repair) (Chaudhuri

et al., 2003; Di Noia & Neuberger, 2007; Teng & Papavasiliou, 2007). The process

happens in regions where the DNA is unwound and where there is a motif (usually

WRC where W=A or T and R=A or G; or CGC in ACGCAA (Pham et al., 2003; Yu

et al., 2004)) to which AID binds (Bransteitter et al., 2004).

During base-excision repair uracil-DNA deglycosylase creates an abasic site by

removing the uridine. During the next round of replication there will be a random
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base added at this site, creating a mutation. If the base is not excised, the U is

considered as a T and an A base is added opposite it.

In the mismatch repair pathway, MSH2/6 detects the uracil and recruits nucleases

which remove the uridine and some surrounding bases (Rada et al., 2002). This gap

is then filled in by error prone DNA Polymerases h /q , introducing a mutation at an

A/T site (Masuda et al., 2007).

Somatic hypermutation is an important part of affinity maturation, as it creates

a diverse set of BCRs which can then undergo target binding selection to produce

mature antibody-secreting plasma cells. In brief, affinity maturation is a cyclical

process that occurs by ‘testing’ different mutations of BCRs which happens in a

structure called the germinal centre. The B-cell undergoes rapid proliferation, loses

BCL-2 (which is an apoptosis inhibitor, and acquires mutations during SHM and

the BCR is then expressed. The B-cell then moves into a region with high levels of

antigen presence, the BCRs that are the most efficient at binding the antigen allow

for faster processing and presentation to T-cells. The B-cells which successfully

present the antigen signal to a T-cell will receive survival signals (BCL2) and begin

proliferating again. Eventually a B-cell which achieves good antigen binding will

receive a signal to differentiate into a plasma cell, leave the germinal center, and

increase production and secretion of Igs. This is a mini evolutionary process where

the BCRs that bind the best are preferentially expanded (Murphy et al., 2022;

Stavnezer et al., 2008).

To summarise, during affinity maturation, the BCR’s Fv domain will be the

primary region being modified, as the CH=CL and the Fc region remains conserved

to maintain effector functions (Longerich et al., 2005). Through affinity maturation,

the antibody will be optimised for binding to a particular antigen, and this indirectly

also makes these late response antibodies highly specific.
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Figure 1.8: Schematic showing the process of class switch recombination.
Reproduced from Stavnezer et al. (2008).
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Once the B-cell matures, another important process called class-switch

recombination occurs (Figure 1.8). This process essentially exchanges the isotype

(thus also being called isotype switching), which is determined by the heavy-chain

constant region (CH). The CH region is responsible for effector functions, such as

receptor binding, polymerisation, effector cell binding, transcytosis etc. (Horikawa

et al., 2007; Martin & Goodnow, 2002; Waisman et al., 2007). All CH regions, with

the exception of Cd , have a switch (S) region upstream in the heavy-chain locus. S

regions are composed of G-rich short tandem repeats (20-80bp) with a total length

of 1-12kb (Dunnick et al., 1993). Class-switch recombination occurs between such

switch regions, resulting in an isotype change from IgM/IgD (which switch via

alternative mRNA splicing (Chen & Cerutti, 2010)) to one of the downstream

isotypes (Stavnezer et al., 2008). This process is initiated by the same enzyme as

somatic hypermutation, activation-induced cytidine deaminase (AID) (Muramatsu

et al., 2000). AID deaminates cytosines in transcriptionally active areas of the

switch region to uracils (Petersen-Mahrt et al., 2002). Next, the base-excision repair

pathway is triggered and this results in single stranded DNA breaks (SSB) and then

double stranded DNA breaks (DSB). In cases of more distal SSB (i.e. SSBs which

are further from each other), the mismatch repair pathway may be triggered to make

DSBs. The AID introduced SSB (dC->U), which is a U:G pair, is recognized and

bound by a DNA mismatch repair protein complex Msh2-Msh6 (also known as

MutSa). The mismatch-bound MutSa exchanges ADP for ATP, this hydrolysed

form of the compex acts as a molecular regulator and recruits another protein

complex Mlh1-Pms2 (MutLa). MutLa has endogenous endonuclease activity

which creates a nick in the unmethylated strand around the SSB. MutLa also

interacts with the clamp-loader subunits of DNA polymerase delta (Pold ) to

recruit exonuclease EXO1, which then uses the MutLa-generated DNA nick as an

entry-point. EXO1 then excise from the nearest 50 SSB created by AID toward the
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Figure 1.9: Schematic illustrating the mismatch repair pathway for distal single-
stranded breaks (SSB) occurring during class-switch recombination. Reproduced
from Pećina-Šlaus et al. (2020).

mismatched U:G, it continue until it reaches a SSB on the other strand, thus

creating a DSB (Eccleston et al., 2011; Pećina-Šlaus et al., 2020; Péron et al., 2008;

Stavnezer et al., 2008). Once the double stranded breaks are formed, the segments

are joined via non-homologous end-joining (Rooney et al., 2004; Stavnezer et al.,

2008) (Figures 1.9 and 1.10).

1.2.5 Protein interactions

Structurally, there is research that suggests a rigidification of the Fv (Wankowicz et

al., 2022), which means the rigid orientation of the V domains relative to each other

would enhance stability. This has implications when discussing the different models
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Figure 1.10: Schematic depicting the process of mismatch repair when the single-
stranded break made by activation-induced cytidine deaminase (AID) is too far
away from the nick in the opposite strand for a simple repair. Reproduced from
Pecina-Slaus et al. (2020).
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Figure 1.11: Schematic of the different models for protein-protein interactions. (a)
Lock-and-key; (b) Induced fit; and (c) Conformational selection. Reproduced from
Dror and Ivet (2005).
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(Figure 1.11) for protein-protein binding. Binding is an entropy driven process,

this becomes clear when considering that water is capable of making hydrogen

bonding, electrostatic, and van der Waals interactions, but these interactions are

broken in favor of protein-protein interactions. The difference is that there are also

hydrophobic effects occurring between proteins. When two complementary surfaces

interact, there is a displacement of water from around the interaction surface and

the disordering of the water increases the overall entropy (Oleinikova et al., 2005).

The perfectly matched interaction surfaces of the proteins displace all of the water in

that region, leading to large amounts of solvent entropy gain (Odriozola & Lozada-

Cassou, 2013), but is countered, to some extent, by the loss in translational/rotational

entropy of the solute (proteins). The energy required to overcome the protein-water

interactions, before protein-protein binding can occur, comes from kinetic energy of

the colliding proteins.

The first, most widely known, model is the ‘lock and key’ model. In this model

of protein-protein interaction, both proteins have rigid conformations which fit each

other, otherwise they will simply dissociate if they do not fit (see Figure 1.11a).

A second model for association is the induced fit model. In this model, a protein A

will bind to a second protein B, where protein B will induce a conformational change

in the binding site of protein A. Protein A is stressed out of its native conformation

into the bound conformation after it binds protein B, so although the complex has

lower energy, some energy is wasted stressing protein A. For this interaction to

take place, enough initial contacts need to occur (�DG), as to allow for the full

binding maturation (conformational shift in protein A) to happen (Paul & Weikl,

2016). Although the entropy gain is the same as the ‘lock and key’, there is an

enthalpic penalty for potential intra-protein interactions lost when protein A changes

conformation. The new interactions formed between the two bound proteins must
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thus be enough to overcome these penalties (Hariharan & Guan, 2014; Matesanz

et al., 2011) (see Figure 1.11b).

Another model is the conformational selection model. In this model, protein A

exists in multiple conformations, with some having a higher affinity for protein B than

others. Protein B will selectively bind to the conformation for which it has highest

affinity, shifting the equilibrium greatly towards that conformation and stabilizing

that conformation (Du et al., 2016). Asides from the translational/rotational entropy

loss (as with the other two models), there is also a conformational entropy loss from

restricting the structure to only one conformation (Hariharan & Guan, 2014; Yan &

Wang, 2020). The proteins are unlikely to move in concert in the case of antibodies,

as this would most likely involve co-evolution (see Figure 1.11c).

Overall, this makes ‘lock and key’ the most energetically favourable mechanism,

as it does not suffer from entropic or enthalpic penalties. The other models

waste energy either by stressing molecules (induced fit model) or freezing out

conformations (conformational selection model). Later on we will discuss how our

analysis of the flexibility of the Fv region fits into these models.

1.3 Antibodies as drugs

As briefly mentioned earlier, antibodies are highly target-specific molecules with

high affinity. This makes them attractive therapeutics, since they have low off-target

side effects. Antibodies are also a very diverse class of molecules, and can bind a

wide variety of targets. While small molecule drugs require some sort of binding

pocket in the target (Gao & Skolnick, 2013), antibodies are able to bind a flat

or convex surface, making them topographically more versatile. Importantly, our

ability to genetically modify and engineer them on an industrial scale has made

them all the more popular in the pharmaceutical and research fields (Suzuki et al.,

2015). At the time of writing, there were 151 antibody therapeutics approved or



CHAPTER 1. INTRODUCTION: IMMUNOLOGY 20

in-review in the United States and European Union 3, with 5 out of the top 10 highest

grossing drugs of 2023 being antibody therapeutics (Urquhart, 2023) 4. This has led

many companies and researchers to pursue antibody drug discovery in order to find

antibody therapeutics for a variety of diseases (including those previously considered

undruggable) (Senolt, 2019; Trkulja et al., 2021; Zahavi & Weiner, 2020). Small

molecule drugs are less suited for disturbing protein-protein interactions, where the

interaction interface may be large and flat (as opposed to having deep pockets in the

structure as seen in enzyme active sites) (Crews, 2010). Antibodies, on the other

hand, have a variety of modes of action (Section 1.2.1) via which they can interact

with other proteins and classes of molecules. In addition, antibody based drugs can

be created as multispecifics (successful binding only occurs to cells expressing two

surface antigens or cross-linking molecules or cells) or as antibody-drug conjugates

enabling delivery of toxic drugs.

The main modes of drug discovery are via immunisation of animals or protein

surface display platforms. Figure 1.12 summarizes the several methods.

The mouse hydridoma method works by harvesting B-cells from an immune

stimulated mouse, and fusing them to myelonoma cells. This produces a cell type

called a hybridoma, which will retain both the B-cell’s ability to secrete antibodies

and the myelonoma cell’s longevity and reproductivity (Mitra & Tomar, 2021). In

the single B-cell method, a post infection blood sample is taken from a human donor.

The peripheral blood mononuclear cells are extracted from the sample, where the

B-cells are sorted using the specific antigen. Gene-specific primers are then used to

amplify the cDNAs encoding B-cell receptor variable regions (V(D)J segments),

which are then sequenced and cloned into expression vectors (Lei et al., 2019;

Prashar et al., 2022).
3www.antibodysociety.org/resources/approved-antibodies
4https://www.ipharmacenter.com/post/best-selling-drugs-of-2023-top-10-drugs-by-revenues-

best-selling-pharmaceuticals-ipharmacenter
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In phage display, a phage display library is constructed using VH /VL domains

cloned into phagemid vector. The sequences can be synthetic or natural sequences

(generated by an immune trigger or from naïve B-cells). The resulting library is

biopanned using a specified antigen, and selected clones are screened for binding.

The DNA of successful candidates is used for antibody production (Alfaleh et al.,

2020; Hammers & Stanley, 2014).

Another method is using transgenic mice, where the human immunoglobulin

loci are introduced into the germline cells of the mouse and the murine genes are

deactivated. These mice are immunized and produce fully human monoclonal

antibodies. The B-cells are then harvested, screened and sequenced (Jakobovits,

1995).

With the development of techniques such as the hybridoma method, it became

important to reduce immunogenicity to allow antibody use as therapeutics. Work

turned toward protein engineering, which gave rise to the field of antibody

engineering (Yélamos, 2022). The first approach to antibody engineering was an

attempt at making a chimeric antibody, done via the replacement of the murine

constant regions with the human version of this segment, which produced an

antibody that was � 70% human (Boulianne et al., 1984). Since then several other

methods have emerged. One of these methods is variable domain resurfacing. This

involves changing residues in the surface of the Fv framework region from those that

are unusual in human antibody sequences to those that are commonly found in

human antibody sequences (Roguska et al., 1994). Another method is antibody

humanisation by CDR grafting, also known as reshaping or simply ‘humanization’.

Simply put, the experimental non-human CDR sequences are grafted onto a human

framework, i.e. they will replace existing human CDRs, while retaining the human

framework region. While the immunogenicity is reduced, to recover the antibody
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Figure 1.12: a) In the mouse hybridoma, the mouse is immunised to produce an
immune response. Splenocytes are harvested and fused with myeloma cells. The
resulting hybridoma cells persistently secrete antibodies, which are then screened for
leads. b) In phage display, the phase displayed libraries are biopanned, with immuno-
postive clones screened with ELISA assays. The DNA of successful candidates is
then analysed for antibody production. c) Transgenic mice have a similar process as
traditional hybridoma methods. d) In single-B cell methods, infected or vaccinated
donor blood is used to isolate B-cells. These B-cells are then sequenced with RT-PCR
to inform antibody engineering. Adapted from (Lu et al., 2020).
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specificity and affinity, some framework residues must be mutated from human to

mouse to recover binding (Riechmann et al., 1988; Williams et al., 2010).



Chapter 2

Introduction: Computational tools

2.1 Antibody tools and databases

2.1.1 Databases

In order to develop computational methods, we need to have data available for model

training. In the case of predicting structural features of antibodies from sequences,

we need to have access to structures of antibodies. For the models trained in this

body of work, we used structures that were available in AbDb (Antibody Database)

created by the Martin Lab at UCL (Ferdous & Martin, 2018). The database itself is

based on the Protein Data Bank (PDB) (Berman et al., 2000), but it processes the

structures to filter for antibodies. The structures available in AbDb are taken from the

PDB, split into separate antibody files (if there are multiple antibody structures in a

single file) and renumbered using three different schemes: Chothia (Chothia & Lesk,

1987), Kabat (Wu & Kabat, 1970), and Martin (Enhanced Chothia) (Abhinandan &

Martin, 2008). A copy of the antigen is retained in each file in cases where different

antibodies are found for different epitopes.

For later analysis, where we no longer required structures, we made use of

the abundance of antibody sequences available, these were accessed through the

24
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Observed Antibody Space (OAS) resource. The OAS currently contains over a

billion sequences that have been cleaned, numbered and annotated (Olsen et al.,

2021).

2.1.2 Assigning germlines (AGL)

As mentioned earlier, somatic hypermutation is a set of mutations that occur during

the maturation process. To determine the level of maturation, we used assign

germline (AGL), an alignment tool, to find the germline from which a sequence

originated, and which allowed us a comparison of amino acid differences. AGL uses

a set of reference DNA germline sequences that are pulled from the international

ImMunoGeneTics database (Lefranc, 2003). The following steps then occur to assign

a germline to an input sequence (Personal communication, Andrew C. R. Martin)

(Figure 2.1).

1. If the chain type (light or heavy) has been specified then move onto Step 6.

2. If the chain has not been specified, all the light chain variable gene segments

are scanned against the novel sequence, and then all the heavy chain segments,

the best score is then determined. The scanning uses a Needleman and Wunsch

sequence alignment (Needleman & Wunsch, 1970) with an identity matrix

(1 for match, 0 for mismatch), a high gap opening penalty (5) and a low gap

extension penalty (1) to align the sequences. For speed it uses a window of 10

for V,D,J and a window of 2 for C domains (as indels virtually never occur in

constant domains).

3. If the better score (light or heavy) is above a threshold then move onto Step 6.

4. If neither light nor heavy chain gene segments score better than a threshold

then the assumption is that the sequence doesn’t contain any variable domains

so all the light constant gene segments are scanned, followed by the CH1 gene
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Figure 2.1: If AGL is not given whether the chain provided is a light of heavy chain
it will attempt to identify it first. The first step is aligning the target sequence against
all light chains and then all heavy chains. The identity percentage for the higher
of the two (i.e. light or heavy) is compared against a threshold. If the score does
not pass the threshold, it is aligned against CL and CH1 domain sequences. If it
again does not pass the threshold on either the CL or CH1 alignment, it is assumed
to be a CH2 or CH3 (heavy chain). If at any of the steps it was determined that
the higher score (and threshold passing) was for a light chain match, the V, J and
C (for any required at runtime) alignments are run and the scores stored. If the
chain was determined to be heavy either by match and threshold passing, or by not
passing anything, it is aligned to determine V, D, J, CH3, CH2, and CH1 (for any
required at runtime) and the scores are stored. The final alignments and scores are
then outputted. *The threshold is the minimum percentage match between the target
sequence and sequence in database. **This is repeated for J and C segments of
light chain if specified at runtime. ***This is repeated for CH2, CH1, V, D, and J if
specified at runtime.
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segments, against our novel sequence. Then we find which scores better (light

or heavy).

5. If the better score (light or heavy) is above a threshold then chain type is

known. If not then it is assumed it is heavy (CH2 and or CH3).

6. If the chain type is heavy we move onto Step 10.

7. If the chain type is light, if not done so yet, the light V gene-segments are

scanned. If the score is above a threshold, the score, info and alignment (if

required) for the best V gene segment are printed.

8. If a scan of the light J segments returns a score above a threshold, the score,

info and alignment (if required) are printed.

9. If a scan of the light C segments returns a score above a threshold, the score,

info and alignment (if required) are printed.

10. If the chain type is heavy, the heavy CH3 segments are scanned and if the score

is above a threshold, the score, info and alignment (if required) are printed.

11. If the chain type is heavy, the heavy CH2 segments are scanned and if the score

is above a threshold, the score, info and alignment (if required) are printed.

12. If the chain type is heavy, the heavy CH1 segments are scanned and if the score

is above a threshold, the score, info and alignment (if required) are printed.

13. If not done yet, the heavy V gene-segments are scanned. If the score is above

a threshold, the score, info and alignment (if required) for the best V gene

segment are printed.

14. The heavy J segments are scanned and if the score is above a threshold, the

score, info and alignment (if required) are printed.
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15. If required, the D-segment is scanned and the score, info and alignment (if

required) are printed. Since the D-segment is generally short, the area between

where the V and J segments matched can be searched for it.

The AGL code is available for public access at

https://github.com/AndrewCRMartin/agl.

2.1.3 Abpackingangle

To define a ‘ground truth’ packing angle for experiments, a program named

abpackingangle was used to calculate a torsion angle between the VH and VL

domains. abpackingangle uses eight residue positions (L35, L38, L85, L88, H36,

H39, H89 and H92) which form part of the b -sheet core of the interface. For each of

the two chains the Cas are defined as sets SH and SL, for VH and VL respectively.

The centroids (CH and CL) are calculated for each set and lines of best fit are

calculated for each set (passing through the respective centroid). A point on

each line, PL and PH , on the same side relative to the respective centroid, is

identified. The torsion between the points PL, CL, CH , and PH is the resulting

packing angle (Abhinandan & Martin, 2010). Code is available for public access at

https://github.com/ACRMGroup/abpackingangle.

2.1.4 PAPA

Previous work done by Abhinandan and Martin has been a strong motivator for

some work which will be discussed subsequently, namely Predict Antibody Packing

Angle (PAPA) (Abhinandan & Martin, 2010). PAPA was produced by a small neural

network consisting of using an input layer of 20 x 4 nodes, a single hidden layer

of 10 nodes and a single output (see Section 2.2). The training data consisted of

�500 antibody structures available at the time. For each structure, 13 residues were

extracted (L38, L40, L41, L44, L46, L87, H33, H42, H45, H60, H62, H91 and H105)
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to be used as features for building the PAPA model. These 13 residues had been

determined by analysing changes in solvent accessible surface area and frequency of

occurrence in the VH /VL interface. The first analysis identified 124 residue positions

and a genetic algorithm, in which the fitness function was a result of training and

testing a neural network, was used for feature selection resulting in identifying the

13 most informative residue positions. These residues were then encoded by a vector

of four values (number of side-chain atoms, the number of side-chain atoms in the

shortest path from the Ca atom to the most distal atom, hydrophobicity (Eisenberg

et al., 1982a), and charge (using a value of 0.5 for histidine)) to create numerical

features. The output attached to the training data was the torsion angle determined

by abpackingangle (Figure 2.2), and the PAPA model predicts a single torsion angle

as output (normalised to a value between 0 to 1 by the range of the packing angles).

2.2 Machine Learning

Machine Learning (ML) is a sub-field of what is broadly known as artificial

intelligence (AI). AI can be described as a domain of engineering intelligent

computer programs (McCarthy, 2004). Machine learning specifically focuses on the

ability of a computer not only to imitate (Turing, 1950), but also to learn from input

data in order to improve performance in a given task 2. For the purposes of the work

presented here, the machine learning model is tasked with optimising the prediction

of VH /VL packing angles, given specified amino acids input as data.

2.2.1 Basics of Neural Networks

A neural network is a subset of machine learning. Neural networks are comprised

of an input layer, hidden layers, and an output layer. These layers are comprised

2Christopher Manning, “Artificial Intelligence Definitions”Stanford University Human-Centered
Artificial Intelligence(2009)
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Figure 2.2: This structure representation shows the variable light (yellow) and
variable heavy (cyan) chain b sheets with the packing angle between them being
the angle between the red and blue pivot axes. Reproduced from Abhinandan and
Martin (2010).
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Figure 2.3: The McCulloch-Pitts neurode worked by inputting either a 1 or 0 for
each of the inputs, where 1 represented true and 0 false. Likewise, the threshold was
given a real value, say 1, which would allow for a 0 or 1 output if the threshold was
met or exceeded. Reproduced from 1.



CHAPTER 2. INTRODUCTION: COMPUTATIONAL TOOLS 32

Figure 2.4: A perceptron, an artificial neuron, can take a set of inputs (here x1�
x3) and return an output. This is achieved by using weights (denoted wi, with
i corresponding to an input). The weighted sum of the inputs (Equation 2.1) is
compared against a threshold value, which determines the output (Equation 2.2).

of nodes, artificial neurons or ‘neurodes’, which are connected to all other nodes

in adjacent layers with weights and, in some cases, a threshold. The weights scale

the importance of a given connection, while the threshold determines if the signal is

passed to the next layer 3. The first artificial neuron was the Threshold Logic Unit

(TLU), also known as a McCulloch–Pitts neuron (Figure 2.3). The TLU can take

binary inputs and aggregate them to compute a sum, using a defined threshold it can

return a binary output (McCulloch & Pitts, 1943). It did not incorporate weights and

compared the sum to a predefined threshold.

Later on a new theory known as Hebb’s rule added that activity of a single neuron

can facilitate activity in another (Hebb, 1949). This necessitated some modifications

to the TLU and led to the development of the perceptron. The perceptron (Figure 2.4)

3https://www.ibm.com/topics/neural-networks
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(a) (b)

Figure 2.5: In a) the step binary activation function from a perceptron means that
small changes in the weights or biases will flip the resulting classification. b) shows
a sigmoid function which smooths out this transition, meaning that small changes in
weights or biases will cause small changes in the activation (also allowing partial
activation in the sigmoid neuron).

used weights to calculate a weighted sum of inputs (Equation 2.1), which would then

be used in an activation function. This activation function returns an output.

Swixi (2.1)

out put =

8>><>>:
1; if Swixi < threshold

0; if Swixi � threshold
(2.2)

The first and simplest trainable neural network was the perceptron learning

algorithm, or simply the perceptron 4. The perceptron learning algorithm is a single

layer neural network (Rosenblatt, 1958) 5, which leverages Hebb’s rule (as discussed

above) to include numerical weights for each input. The perceptron learning rule

allows the neurons to ‘learn’ by adjusting weights based on whether the prediction

was correct or not. It uses a simple kind of activation function, known as a Heaveside

step function, which returns a binary output (Equation 2.2). This simple network,

4Larry Hardesty, “Explained: Neural networks” MIT News(2017)
5Akancha Tripathi, “Understanding Perceptron: The Founding Element of Neural Networks”

AnalytixLabs(2022)
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with a single neuron, can, however, only be used for linearly separable classification

problems.

A slightly more complex neural network can be seen in Figure 2.6, this neural

network consists of one input and output layer, and two hidden layers. The input

node will receive a set of input features and the output node will output a prediction

for the task to which the network is being applied. The hidden layers are, simply, the

layers between the input and output layers. Each neuron in a hidden layer will weigh

up the decisions made by neurons in the previous layer, with each subsequent layer

being able to make decisions at a more complex and abstract level. This kind of

neural network, where the output from one layer is the input to the next, is called a

feedforward neural network. For each neuron in the hidden and output layers, there is

an activation function (defined in Equation 2.3), which in these cases will determine

the activation of the neuron. The activation can be simplified to al = s(zl), where zl

is the weighted input to the activation function and is a stand-in factor for the sum of

the weighted activation (Equation 2.4). The threshold for neuron activation is also

referred to as bias, where b��threshold. Using a dot product notation, the sum of

the weighted inputs can be simplified to w � x, leading to Equation 2.5 being the final

simplified version of the threshold function.

al = s(wlal�1 + bl) (2.3)

zl
j = Skwl

jkal�1
k + bl

j (2.4)

out put =

8>><>>:
1; if w � x + b < threshold

0; if w � x + b� threshold
(2.5)
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Figure 2.6: A simple 4 layer neural network (1 input layer, 2 hidden layers, and 1
output layer). The X node in Layer 1 denotes the input features, while the node in
Layer 4 (denoted by ŷ) is the output value. The weights are denoted by wl

jk from the
kth neuron in (l� 1)th layer to the jth neuron in the lth layer. The bias is denoted
by bl

j for the jth neuron in the lth layer. Each node will have an activation function
defined by Equation 2.3 or simply al = s(zl), where zl is called the weighted input
to the activation function and has components show in Equation 2.4 (weighted input
to the activation function for neuron j in layer l).
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For most problems which are more sophisticated than a singular binary

classification, a perceptron learning algorithm can be too rudimentary. If we

consider a case where zl changes by a little (small change in the weight/bias), this

may be enough to change the activation from 0 to 1 (or vice versa) flipping the result

completely. This is where it is beneficial to introduce another kind of neuron, such

as the sigmoid neuron. Unlike the perceptron, the sigmoid neuron can return more

complex outputs, more specifically, the result of the sigmoid function (Equation 2.6)

or other more ‘smooth’ functions. The sigmoid function is useful because it

smooths out activation (Figure 2.5b). Compared with an activation in binary step

function (Equation 2.2), where a small change in the weights or bias can flip the

activation from 0 to 1, in the sigmoid activation (Equation 2.6) there is a much

slower and smoother increase. Note: s(z) = a (Equations 2.3 and 2.6), where s(z)

is the activation function and z is the weighted input to the activation function

(Equation 2.4) discussed earlier.

s(z)� 1
1 + e�z

=
1

1 + e�Siwixi�b

(2.6)

A note on terminology: a set of data used to train the machine learning model

(i.e. define weights and biases) will be termed training data, data used to verify the

performance of the model will be termed test data, and the data used to tune the

model (discussed later) will be termed validation data. This is the standard data

naming convention, but they will be redefined for some of the work presented in

later chapters.
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2.2.2 Loss function and Gradient Descent

When training the machine learning model, the desired result is a set of weights

and biases that can, for any set of input features (x), return an outputy = f (x) (the

predicted output value is equal to the true output value). This closeness to a perfect

`predictiveness' is measured by acost/loss/objective function. The cost function is

denoted asC(w;b) (a function of weightsw and biasb).

C(w;b) �
1
n

n

å
i= 1

(yi � f (xi))2 (2.7)

f (xi) = b0 +
K

å
k= 1

bkg(wk0 +
p

å
j= 1

wk jxi j ) (2.8)

Themean squared error(MSE) (Equation 2.7) is an example of a commonly

used regression cost function, wheref (x) is the output returned by the network for

n samples. Thew andb are the sets of all weights and biases in the network;n is

the number of training samples;y is the set of outputs with inputx; and the sum is

taken over all training samplesx. C(w;b) can be seen to be a function ofw andb,

where those terms are found within the model (f (x)), as seen in Equation 2.8. The

number of hidden layer units is denoted byk = 1; :::;K, and the number of input

features is denoted asj = 1; :::; p. The termg(wk0 + å p
j= 1wk jxi j ) is also known as

theactivation functionand is sometimes abbreviated asa.

For classi�cation problems, where the output being predicted is a class, other

loss functions such as the log-likelihood are used (Equation 2.9), whereP is the

predicted probability that the output class label is true (is the correct class label).

C(w;b) � �
n

å
i= 1

(yi log(P)+ ( 1� yi)log(1� P)) (2.9)

Simply, this function is a measure of how far the network is from perfect

predictions, across all our training samples, with respect to current weights/biases.
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Since the aim is to build a model which will make accurate predictions, when looking

for weights and biases the objective can be simpli�ed to minimizing this cost function

(essentially minimizing the error in predictions across the training set). This can be

done using a minimization algorithm calledgradient descent. The gradient here is

ÑC, the derivative of the cost function.

C(q) �
1
n

n

å
i= 1

(y� fq (x))2 (2.10)

If the parameters of the cost functionC are represented by a single vectorq,

i.e. (C(q), see Equation 2.10) then minimizingÑC should produce the minimum of

C(q). An incremental approach to minimizing the gradient can be taken, where a

small change (d) is made inq, causing some changeDC in C(q). The process of

gradient descent is essentially iteratively �nding a valued, such thatqt+ 1 = qt + d

reduces the cost function (C(q)) i.e.C(qt+ 1) < C(qt) or � DC, until the cost function

fails to decrease. This is whereÑC (the gradient) is at a minimum.

2.2.3 Backpropagation

In order to calculate the gradient of the costÑC, we make use of an algorithm called

backpropagation. The value ofÑC, at a given momentm, is a vector of partial

derivatives at this point:

ÑC(qm) =
¶C(q)

¶q

�
�
�
�
q= qm

(2.11)

Once solved for the derivatives in terms ofq, Equation 2.11 is evaluated (|) at

pointm, where the parameters areqm (current guess). The solution forÑC(qm) is

the direction of the fastest increase ofC(q), and thus the value ofq should move in

the opposite direction (i.e.d, the change inq, is related to the negative gradient).



CHAPTER 2. INTRODUCTION: COMPUTATIONAL TOOLS 39

qm+ 1  qm � r ÑC(qm) (2.12)

Equation 2.12 introducesr , thelearning rate, a small positive parameter which

scales the interval at whichC(q) is reevaluated (i.e.d). For a small enough value

of r , C(q) will decrease. A minimum ofC(q) is found when the gradient vector

reaches zero.

Since the loss function is a sum ofCi(q) in C(q) = å n
i= 1Ci(q) = 1

n å n
i= 1(yi �

f (xi))2 (Equation 2.7) overn samples, and so is its gradient, therefore, a single

example can be used to illustrate the derivation process for the whole.

From Equations 2.7 and 2.8:

C(w;b) �
1
n

n

å
i= 1

(yi � b0 +
K

å
k= 1

bkg(wk0 +
p

å
j= 1

wk jxi j ))2 (2.13)

Sinceg(wk0 + å p
j= 1wk jxi j ) is the activation function, the input to the activation

function will be zik = wk0 + å p
j= 1wk jxi j . Since q was de�ned previously as

representing all the parameters, and the gradient (Equation 2.11), the partial

derivatives ofC(q) must be taken for each parameter inq.

y = f (g(x))

y0= f 0(g(x))g0(x)
(2.14)

Using the chain rule (Equation 2.14), the partial derivatives ofCi(q) with respect

to b (Equation 2.15) andw (Equation 2.16) are taken:

¶Ci(q)
¶bk

=
¶Ci(q)
¶ fqxi

�
¶ fqxi

¶bk

= � (yi � fq (xi)) � g(zik)

(2.15)
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¶Ci(q)
¶wk j

=
¶Ci(q)
¶ fqxi

�
¶ fqxi

¶g(zik)
�
g(zik)

zik
�

zik

wk j

= � (yi � fq (xi)) � bk � g0(zik) � xi j

(2.16)

Both expressions contain the residual/error (yi � fq (xi)). A fraction of the

residual is assigned to each hidden unitk (Equation 2.15) and each input featurej

(Equation 2.16). The process of differentiation assigns a fraction of the residual to

each of the parameters via the chain rule, this is known asbackpropagation.

2.2.4 Multilayer Perceptron

An important type of feed-forward neural network is the multilayer perceptron

(MLP), which is composed of sigmoid neurons and is made up of an input and output

layer, and at least one hidden layer (Figure 2.7) (Subasi, 2020). This type of network

is useful for both linear and non-linear data, where there are labels for the network

to learn from. This kind of learning is termedsupervised learning, where input

data will have the true label (output) available for the neural network to learn from.

This kind of network can solve problems that are not linearly separable and also

approximate continuous functions. The neurons in this type of network are trained

with the backpropagation algorithm (Abirami & Chitra, 2020).

Other feed-forward neural networks exist for more specialised functions. For

example, convolutional neural networks (CNNs) are more suitable for image

recognition as they are able to capture spatial relationships between within the input

data to `contextualise' the features. Another type of feed-forward neural network is

a recurrent neural network (RNN). RNNs are useful for ordered input data (such as

language translation), as they transform this into an ordered output and have the

capability of storing inputs from previous processing steps6.

6https://spotintelligence.com/2023/03/13/feedforward-neural-networks/
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Figure 2.7: A multilayer perceptron (MLP) is a fully-connected feed forward neural
network made up of an input and output layer and at least one hidden layer. The
MLP can use sigmoid neurodes.

2.2.5 Gradient Boosted Regression

Another machine learning algorithm that was used for work in this thesis isGradient

Boosted Regression(GBR). GBR is anensemble method, which means that it

combines multiple weak models to get a better model. GBR works by starting

with x features andy labels, and initiating a starting predictionF0 for all y labels. The

difference between the predictionF and the actual labelsy is known as aresidual

(Equation 2.17).

r i = y� Fi� 1 (2.17)

The ensemble in the GBR algorithm is made up of tree models, which are used to

�nd patterns between the featuresx and residualr, so that it can be minimized (trees

with rootx will have terminal nodesg, which are the predicted residuals)(Figure 2.8).

This predictiong is scaled by the learning rateh and added to the label predictionF;

the scaling is done in order to prevent over-�tting (Equation 2.18).
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Figure 2.8: A single tree model within the Gradient Boosted Regression (GBR)
algorithm. The tree model takes the featuresx and the residualr i to build a weak
model that provides some information on the relationship ofx to r i and outputs a
prediction forr i asgi .

Fi = Fi� 1 + hgi (2.18)

From here another tree is built, which results inFi+ 1 = Fi + hgi+ 1. This process

is iterated until there is no improvement in the residuals (i.e. they are not getting

closer to 0). However, to start the process, a suitableF0 must be chosen. Theargmin

function aims to �nd the point where the overall loss is minimised with respect tog

(Equation 2.19).



CHAPTER 2. INTRODUCTION: COMPUTATIONAL TOOLS 43

F0(x) = argmin
g

n

å
i= 1

L(yi ;g) (2.19)

Assuming themean square errorloss function (L = 1
n(yi � g)2) is used, the

equation can be simpli�ed as seen in Equation 2.20 (expansion: Equation A.1) .

Note: theargminfunction simply returns the smallest value of the input, so in this

case the loss value with the smallest residual (g).

¶
¶g

n

å
i= 1

L =
¶
¶g

1
n

n

å
i= 1

(yi � g)2

= �
2
n

n

å
i= 1

(yi + g)

= �
2
n

n

å
i= 1

(yi) +
2n
n

g

= �
2
n

n

å
i= 1

(yi) + 2g

(2.20)

When solving for ag that brings the¶ å L
¶g to 0, the result is the average of the

labelsȳ (Equation 2.21).

2g =
2
n

n

å
i= 1

(yi)

g =
1
n

n

å
i= 1

(yi)

g =
å n

i= 1(yi)
n

g = ȳ

(2.21)

The process of building trees and updating the model is done iterativelyM times

(with mdenoting a particular tree index). The residuals are calculated as the negative

derivative of the loss function (Equation 2.22), known as thenegative gradient, which

provides insight as to the direction of movement to minimise loss.
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r im = �
�

¶L(yi ;F(xi))
¶F(xi)

�

F(x)= Fm� 1(x)

= �
¶(yi � Fm� 1)2

¶Fm� 1

= 2(yi � Fm� 1)

(2.22)

Next, the trees againstr are built starting with featuresx, with themth tree having

terminal node (residual) setRjm over j = 1; :::;Jm, whereJm is the total number of

terminal nodes in treem. The lossgjm for each terminal nodej is computed via

equation (Equation 2.23), this gives the residual which will produce the minimal loss

for a given treem.

gjm = argmin
g

å
xi2Rjm

L(yi ;Fm� 1(xi) + g) f or j = 1; :::;Jm

= argmin
g

å
xi2Rjm

(yi � Fm� 1(xi) � g)2
(2.23)

Here, again the residual can be set to 0, as this is the desirable outcome.

Equation 2.24 shows that after simpli�cations, thegjm that minimises the loss

function, is the average of the residualsr im in the terminal nodeRjm. Note thatn j is

number of samples in the terminal nodej. A more detailed version of Equation 2.24

can be found in Appendix A (Equation A.2).

¶
¶g å

xi2Rjm

(yi � Fm� 1(xi) � g)2 = 0

� 2 å
xi2Rjm

(yi � Fm� 1(xi) � g) = 0

å
xi2Rjm

(yi � Fm� 1(xi)) = n jg

1
n å

xi2Rjm

r im = g

(2.24)

The last step of the process is updating the prediction of the combined modelFm.

In Equation 2.25, if a givenx falls in a terminal nodeRjm, it will be assigned a value
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gjm. Essentially for each valuex in the terminal nodes, a predicted residualgjm will

be added to the previous predictionFm� 1, resulting in an updated predictionFm.

Fm(x) = Fm� 1(x)+ h
Jm

å
j= 1

gjm(x 2 Rjm) (2.25)

The learning rateh will control the effect the residual addition has, if a small

one is chosen this will decrease over�tting (Friedman, 2001).

2.2.6 Gradient Boosted Classi�cation

The process forgradient boosted classi�cationdiffers from regression in the cost

function used. For the log-likelihood loss function (Equation 2.9), where in the case

of gradient boosted regressionthe starting residual (F0(x)) was the mean value (ȳ),

the starting loss is thelog(odds). Log(odds) is de�ned in Equation 2.26, wherep is

the predicted probability of a given class.

odds=
p

1� p
(2.26)

To �nd the base model predictionF0, the log-likelihood in terms of odds will

be minimised. First the loss (L) is simpli�ed using asoftmax(Equation 2.27)

transformation (Equation 2.28 and 2.29). The full calculations can be found in

Appendix A, Equation A.3.

so f tmax( f (x)) =
ef (x)

1+ ef (x)
(2.27)
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L = �
n

å
i= 1

(y(x)log(p)+ ( 1� y(x)) log(1� p))

L = � (y(x)log(p)+ ( 1� y(x)) log(1� p))

= � (ylog(p)+ log(1� p) � ylog(1� p))

= � y[log(
p

1� p
)] � log(1� p)

= � ylog(odds) � log(1� p)

(2.28)

using a softmax transformation...

log(1� p) = log(1�
elog(odds)

1+ elog(odds)
)

L = � ylog(odds)+ log(1+ elog(odds))

(2.29)

The loss function is then minimised just as with the regression example

(Equation 2.30), wherer im is the residual like in Equation 2.22 for regression.

Expanded version in Appendix A, Equation A.4.

dL
d[log(odds)]

= � y+
elog(odds)

1+ elog(odds)

= � y+ p

r im = � (� y+ p)

= ( true� predicted)

(2.30)

Finally for each terminal node thegj is calculated (Equation 2.31) and used to

update the prediction as with regression (Equation 2.25).

gjm =
å xi2Rjm(yi � p)

å xi2Rjm p(1� p)
(2.31)
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2.3 Protein modelling: current state of affairs

In 1949, Linus Pauling published `Sickle Cell Anemia, a Molecular

Disease' (Pauling et al., 1949) beginning the movement towards studying disease

from the perspective of molecular mechanics. In 1958, John Kendrew published the

�rst x-ray crystallography structure of a protein (Kendrew et al., 1958), while, in

1981 Richard Ernst published the �rst application of nuclear magnetic resonance

(NMR) to proteins (Kumar et al., 1981). These methods both still have a profound

in�uence in the �eld of structural biology and are widely used. However, producing

protein and preparing the sample for these methods can be laborious and expensive,

a problem that has given rise to the demand for better and faster computational

methods for protein modeling. Despite cynicism in the past (Burley et al., 1999),

in 2021 a collaboration between the European Molecular Biology Laboratory

(EMBL) and Google's DeepMind announced the creation of a database of structural

predictions for all proteins encoded within the human genome, which would

use DeepMind's modelling software AlphaFold2 (Varadi et al., n.d.). It is

therefore important to discuss methods for both general protein modelling and

antibody-speci�c modelling to understand the current state of the �eld. As discussed

in the previous chapter (Section 1.2.2), antibodies are composed of the heavy and

light chains and divided into functional regions. The Fv domain (composed of the

variable heavy and variable light chains) is responsible for target binding and

speci�city, and is thus an incredibly diverse region. This diversity, especially in the

CDR-H3, also makes it the hardest region to model accurately, and thus poses

additional challenges for modelling software.

2.3.1 AlphaFold

AlphaFold 2.0 (AF2) is considered one of the most successful protein modelling

approaches to date, having won the 14th Critical Assessment of Structural Prediction
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Figure 2.9: Diagram of AlphaFold 2 as published in the of�cial Nature paper in July
2021 (Jumper et al., 2021).

competition in 2020. AF2 takes as an input a sequence of amino acids, and outputs

three dimensional structures. Under the hood, the software begins by searching

databases for similar sequences and constructing amultiple sequence alignment

(MSA), which provides an idea about which residue positions are potentially

conserved/mutable. Another search is done for structures which have similar

sequences to the input, this is termedpair representationand is used as an initial

structural guide. Both the MSA and the pair representation are put through a

transformer, which allows the exchange of information between the two and

ampli�es them in such a way as to use the most informative parts. The re�ned MSA

and pairwise representation are used to produce a set of coordinates for all atoms in

the structure. The process is done iteratively, with the MSA, pairwise representation

and the �nal structure passed back into the transformer to make improvements,

thrice (Jumper et al., 2021)7. A summary of the method is shown in Figure 2.9.

AF2, as is the problem with other general protein modelling software, is quite

poor at predicting diverse antibody-speci�c regions.

A recent update to AlphaFold (AlphaFold3) reduces the amount of multiple-

sequence alignment (MSA) processing by replacing the AF2 transformer with a

7Carlos O. Rubiera, “AlphaFold 2 is here: what's behind the structure prediction miracle”(2021),
https://www.blopig.com/blog/2021/07/alphafold-2-is-here-whats-behind-the-structure-prediction-
miracle/




